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Web Data Extraction and Knowledge Graph 
Management: Challenges and Opportunities

• Web data extraction has gained prominence in the last 
two decades, Knowledge Graph (KG) Management in the 
last decade. 

• Both tasks are of major importance for all companies that 
have to process and structure large amounts of 
heterogenous data from different data sources, including 
the web. 

• These two tasks are often interconnected.



Overall structure of the talk

• Introduction 

• Web Data Extraction: Problem and State-of-the-Art for Approaches. 

• DIADEM: Domain-Centric System for Fully Automated Web Data Extraction 

• DIADEM demo. 

• Knowledge Graph Creation and Management: Problem and State-of-the-Art 
Approaches. 

• VADA: a Novel System for Data Wrangling and KG Creation and Management. 

• DeepReason.ai: an Oxford University Spinout, a KG platform with Unparalleled 
Reasoning Power. 



Data Extraction
D ATA  E X T R A C T I O N



– G E O F F R E Y  M O O R E  

The McKenna Group, VC, Author of Crossing the Chasm & Inside the Tornado

“Without big data analytics, companies are blind 
and deaf, wandering out onto the Web like deer on 

a freeway.”



Data Extraction
D ATA  E X T R A C T I O N

ref-code postcode bedrooms bathrooms available price

33453 OX2 6AR 3 2 15/10/2013 £1280 pcm

33433 OX4 7DG 2 1 18/04/2013 £995 pcm



Information Extraction
D ATA  E X T R A C T I O N

subject predicate object

Trump headOfState USA

Elisabeth II headOfState UK

Text, lo
t’s o

f it



WHY?



Data Extraction feeds
B I G  A N A LY T I C S

Big Analytics and Verticals



Price Intelligence
B I G  A N A LY T I C S

1

2

3

Price intelligence :=
Discovery: finding product pages on competitor sites

Extraction: gather price, shipping and availability data

Matching: determining comparable products in your own catalogue

– W I K I P E D I A



Price Intelligence
B I G  A N A LY T I C S

54%

Retailers
– 2 0 1 3  R S R  P R I C I N G  

B E N C H M A R K

“plan to use competitive 
price intelligence”

Home depot bought data extraction startup Blacklocus

McKinsey bought data extraction company Lixto

Successful funding for several data extraction startups



Price guarantees
B I G  A N A LY T I C S

| 3 |

Hotel.de was founded in 2001 in the 
high-growth market of online hotel 
bookings. Private and business 
travelers can select from Hotel.
de  over 210.000 hotels worldwide.  
Hotel.de generates over 30 million 
page impressions per month from 
over 2.2 million unique users and 
accounts for in excess of 360.000 
night’s accommodation per month.  
After establishing its presence in the 
German speaking markets, Hotel.
de is expanding into other European 
countries where they plan to achieve 
a market leading position as an 
intermediary for hotel accommodation, 
in particular for business customers.

Hotel offerings, service and 
technology competence as 
competitive factors

The success of Hotel.de’s business 
model is based on the combination of 
three main strengths; hotel offerings, 
service and technology competence.
Based on their own self-assessment, 
Hotel.de has competitive advantage 

over its competitors in all three areas. 
To help maintain this, Hotel.de uses 
Lixto Online Market Intelligence so 
that at any given time the company 
can get a transparent overview of 
their prices with hotel partners.  Lixto 
fulfills a strategic role by automatically 
identifying rate parity violations among 
over 17.000 Hotel.de partner hotels. 
This is achieved in part through the 
aggregation of hotel price data from 
competing internet based distribution 
channels.

A key advantage of the Lixto technology 
is that all product attributes which affect 
the end price of the product, such as 
breakfast or cancellation conditions, 
are reflected and accounted for in the 
information given to Hotel.de by the 
system.

However, the implementation of Lixto 
Online Market Intelligence has had 
additional strategic value beyond the 
identification of rate parity violations. 
Hotel.de has also witnessed the 
professionalization of its hotel partner 
management and an improvement of 
its brand image.

All rate parity violations 
automatically highlighted 
on your screen

“Using Lixto Online Market Intelligence 
Hotel.de is able to monitor the prices of 
over 17, 000 hotels on our three main 
competitors’ websites,” said Reinhard 
Wick, Head of Sales and Marketing 
at Hotel.de AG.  The Lixto solution 
delivers customizable standard 
reports that highlight the hotels with 
rate parity violations ranked using rule 
based escalation levels controlled by 
Hotel.de.  The Lixto solution is fully 
automated and does not require any 
manual intervention whatsoever. This 
enables the Rate Controlling Team to 
concentrate on other daily business; 
namely the analysis of the rate parity 
violations and the ensuing actions that 
should be taken and the management 
of the hotel partners.

Compliance reporting: Customizable reports provide an overview of hotel prices; rate parity violations ranked by escalation level, action 
taken and report history

detect violations of price guarantee

track contingent trends



Market intelligence
B I G  A N A LY T I C S

online market intelligence

replace manual or semi-supervised collection



Financial Analytics
B I G  A N A LY T I C S

Big data trumps manual curation

With 40 web sources: 94% trend prediction accuracy 

Hypothesis:

Result: With MAN analysts: agricultural futures

Beats manually crafted algorithm



House price index
B I G  A N A LY T I C S



Procuring Tenders
B I G  A N A LY T I C S

Find tenders in relevant areas

Expensive, low quality services



Search
S E A R C H

20121995 2000 2004 2008
Jahr
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eb
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ag
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Search Results

Overall Content

What humans can process



Search 
S E A R C H

What’s the biggest change to Google’s results in 
the last decade? 



Search
S E A R C H

2000



Search
S E A R C H

Location

Snippets
Knowledge graph

Images

Reviews

C O N C L U S I O N :  

Search is becoming vertical to combat information overload.

2019



What is data extraction?



Goal
D ATA  E X T R A C T I O N

Domain database



D ATA  E X T R A C T I O N

Product 
provider

Semantic API 
(RDF)

Structured API 
(XML/JSON)

HTML 
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template



D ATA  E X T R A C T I O N

Semantic API 
(RDF)

Structured API 
(XML/JSON)

HTML 
interface

1
template

2

Form filling



D ATA  E X T R A C T I O N

2

Form filling

3

Object 
identification

Energy Performance Chart

Maps

Tables

Flat Text



D ATA  E X T R A C T I O N

Product 
provider

Semantic API 
(RDF)

Structured API 
(XML/JSON)

HTML 
interface

1
template

2

Form filling

3

Object 
identification

Energy Performance Chart

Maps

Tables

Flat Text

Domain database

Cleaning & 
integration
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Why is it hard?
D ATA  E X T R A C T I O N

Velocity: costly supervision 
Difficult task; fast changing websites

Variety and volume 
Thousands of sources; each different

Technically challenging 
Ever changing target (HTML5, AJAX)

Data quality 
Different attributes, terminology, …

C O N C L U S I O N :  

Supervised techniques lack scale  
Automatic techniques lack accuracy

1

2



D ATA  E X T R A C T I O N

Manual Automatic

Supervised

+
magic

Landscape

Ad-hoc

Scrapy & Pandas

Very common

Most commercial productsHuman + algorithm

Fully algorithmic

Active research

First commercial  
products



C O M P E T I T O R S

exploration identification

scapinghub.com

Mozenda

Connotate

promptcloud.com

Lixto

Blacklocus

import.io

diffbot.com 

DIADEM 

+

+

+

+

+

+ +

+

+ + + +

+

http://scapinghub.com
http://promptcloud.com
http://diffbot.com


DIADEM › The State of the Game

Need for Automatic Extraction 

Example: Real Estate UK > 15000 sites
many not covered by aggregators
list of all agencies easy to get (source discovery)
but: manual or semi-automatic wrapping too expensive

wrapper construction
testing
tracking changes

No existing tool or methodology can do it fully automatically



DIADEM › The State of the Game

Need for Automatic Extraction 

All search engine providers need it! Many work on it.
vertical search
object search
semantic search

no one really has done this successfully at scale 
yet

current technologies are not good enough yet to 
provide what search engines really need. […] any 

successful approach would probably need a 
combination of knowledge and learning 

Alon Halevy, Google, Feb. 2009



DIADEM › What?

Need for Automatic Extraction 

This study shows: significant long-tail effect for many 
attributes

>1000 sites to get above 80% coverage required

Examples of these attributes:
phone numbers and home pages of companies

restaurants, car sellers, hotels, banks, …
ISBN of books
reviews of hotels and restaurants

An analysis of structured data on the web, Dalvi et al. (Yahoo) VLDB 
2012

for many kinds of information one may have to extract 
from thousands of sites in order to build a 

comprehensive database, even when we restrict to a 
given domain with known popular top sites



DIADEM data extraction methodology
domain-centric intelligent automated :=



DIADEM data extraction methodology
domain-centric intelligent automated :=

1

Form 
Understanding & Filling
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DIADEM data extraction methodology
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DIADEM data extraction methodology
domain-centric intelligent automated :=

Single entity (details) pages

Tables
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DIADEM data extraction methodology
domain-centric intelligent automated :=

1

Form 
Understanding & Filling

Single entity (details) pages

Tables

2

Object 
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Result pages

Flat Text
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3

Energy Performance Chart

Maps

Floor plans

OXPath 
Wrapper

Cloud extraction

Data integration

4

Exploration Control 
and Integration Language

5
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Text 
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Reasoners

Domain 
knowledge

Form 
Understanding
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identification & alignment 

Context-driven
block analysis 

Phenomenology Concepts





Knowledge Graph Management

Location

Snippets
Knowledge graph

Reviews



The Future of Data Storage and Access: 
Knowledge Graphs



Urgent need for Knowledge Graph Management 
Systems (KGMS)



Urgent need for Knowledge Graph Management 
Systems (KGMS)



VADA project
• VADA project is a scientific 

collaboration between the Universities 
of Oxford, Manchester and Edinburgh. 

• VADA aims to create a state of the art 
system for data wrangling and KG 
creation and management. 

• A Reasoning Engine 
• Database connectors 
• APIs to Machine Learning, NLP, 

Constraint Solvers, Web Data 
Extraction 

• A RESTful API 
• A User Interface 
• Commercial spinout — DeepReason.ai



DeepReason.ai



Data Management in DeepReason.ai



Pure ML can often fail: creditworthiness example

up to £10,000 £8,500 £12,000

up to EUR 10,000 up to EUR 20,000

£ 8,000 £ 12,500 EUR 14,000

£500



People who live in a joint household with someone who does not 
pay their bills are likely to fail repaying their own debts.

A machine-learning program has “reasonably” learned:

This ethically questionable rule was applied to wrong data.

Explanation



People who live in a joint household with someone who does not 
pay their bills are likely to fail repaying their own debts.

A machine-learning program has “reasonably” learned:

This ethically questionable rule was applied to wrong data.

A human credit rating expert would instead use of the rule:

Explanation

If property owners move into their recently bought one-family
property, then the previous occupiers have most likely moved out.

This rule can be used to update the database before applying 
machine learning.  



Knowledge Graph Management Systems (KGMS)

KGMS combine the power of rule-based reasoning with machine 
learning over Big Data:

KGMS = KBMS + Big Data + Analytics

Misusing the lateralization thesis for illustration 

symbolic subsymbolic
taught self-learned



Fast 
thinking

Slow 
thinking

Grandma: “Fly agarics are 
poisonous mushrooms. 
If you eat a poisonous 
mushroom, you may die”.

Yikes, a 
fly agaric! 



DeepReason.ai Integration with ML



DeepReason.ai Integration with Web Data 
Extraction



DeepReason.ai IDE



DeepReason.ai Implementation



Deep Reason.ai Use Case 1 
Central Bank Regulation Compliance/Fraud Detection



DeepReason.ai Use Case 2 
Knowledge Creation — Fact Enrichment and Constraints



Thank you for your attention!
Q U E S T I O N S

?
Questions


